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Abstract

The objective of this project is to implement an arbitrary order spectral element method to solve two-
dimensional linear acoustic wave propagation. Don’t be intimidated by the length of the project — it mostly
looks long because it’s explaining things in detail, not because it’s secretly difficult ©.
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Figure 1: Left frame: Zoom on an unstructured quadrangular mesh. Right frame: Propagation of a Ricker
wavelet in a computational domain with two reflectors.
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1 Preliminaries

1.1 Notation

Let Q be a polyhedral domain (open, bounded, connected, Lipschitz set) in RY, with d € {2,3} and Ty,
denote a conforming partition of §2 into non-overlapping elements. For any element T' € T}, the superscript (T)
is used to denote quantities defined locally on T'.

Let J := (0,7f) denotes the time interval of interest, where Tt > 0 represents the final time, and let £ be
a polyhedral domain (open, bounded, connected, Lipschitz set) in R?, with d € {2,3}. For a bounded and
uniformly positive weight x € L>°(Q2), we define the x-weighted L?-inner products as

(u,0)L2(0) = / kuv dx.
Q

1.2 Model problem

Acoustic wave propagation is modeled by the evolution of its scalar pressure field p [Pa], which is described
by the following, linear partial differential equation in J x :

Loup-v- <IVp> =/, (1.1)
K P



where p [%} denotes the fluid density, s [Pa] is the bulk modulus of the fluid, and f [5*2] represents the source
term. The material parameters are assumed to be positive and piecewise constant in €2. Homogeneous Neumann

boundary conditions, which model perfectly rigid boundaries, are imposed:

dp

o0

The propagation speed of acoustic waves is defined by ¢, := £ {m] The problem is complemented with
V o

S

the initial conditions p(0) = pg, O:p(0) = vg.

Question 1. Derive the weak formulation of the linear acoustic wave equation (1.1]) with homogeneous neuman
boundary conditions.

1.3 Reminders on Finite Element Methods

In order to approximate the acoustic wave equation (|1.1)), the idea is first to discretize the spatial variable
using a finite element method (FEM), while keeping time continuous.

Finite Element Method. On each element T € T}, we introduce a local polynomial space P*(T) of degree
at most k. The global finite element space is then defined as

Vi, == {Uh eV 'Uh|T S ]Pk(T) vT € 777,}

The space V}, is spanned by a finite set of globally continuous basis functions cpifv:hl, associated with the
mesh degrees of freedom (e.g., nodal values in the case of Lagrange elements, or coefficients for modal bases).
In the case of nodal Lagrange elements, these basis functions satisfy the interpolation property

pi(x;) = dij, Vi,j € {1,..., N},

where x; € R? denotes the j-th mesh node. Any semi-discrete approximation py(t) € Vj can therefore be
written as

Np,
pu(t) = Z Pi(t) ¢,

where the coefficients P;(t) denote the time-dependent degrees of freedom. This representation corresponds to
the classical Galerkin approximation. Substituting this expansion into the weak formulation of (|1.1) yields
the semi-discrete problem: Find py(t) € V}, such that

(Oupn(t), an) 210y + an(pn, an) = (fan)r20) YV € Vi

Choosing the test functions successively g, = ¢;, for j =1,..., Ny, leads to the matrix system

MP(t) + KP(t) = F(t), (1.2)

where Mi; = (@i, 05) 12150y, Kij = anl(@i, 95), Fi(t) = (f,0j)120), 4,5 =1,..., Na.

Importance of the algebraic properties of the matrix system for time integration. The algebraic
structure of the matrices in (1.2)) play a crucial role in the efficiency of the time integration procedure.

1. Implicit time integration. Implicit schemes, require the solution of a large linear system at each time
step. Even though M and K are sparse, the resulting matrix must be factorized or iteratively solved at
every time step. For large-scale wave propagation problems in two or three space dimensions, this leads
to a significant computational cost and memory requirements.

For these reasons, implicit methods are generally not well-suited for large-scale wave propagation problems.

2. Explicit time integration. Explicit schemes are particularly attractive for time integration of hyperbolic
problems. When a lumped mass matrix is used, they avoid solving linear systems and instead update the
solution through matrix-vector products. The computational cost per time step is therefore significantly
reduced compared to implicit schemes.



However, explicit schemes are conditionally stable and must satisfy a Courant—Friedrichs—Lewy (CFL) con-

dition of the form
ar<cl
Cp

where h denotes the mesh size and ¢, the wave speed. Despite this restriction, explicit schemes remain very
efficient in practice for wave propagation problems. Thus, a crucial requirement for the efficiency of explicit
schemes is the ability to compute M~! at low cost.

For this reason, it is highly desirable that the mass matrix be diagonal (or block-diagonal). In that case,
M1 is trivial to compute, since it only involves component-wise (or small block-wise) divisions. This property
dramatically reduces the computational cost and enables fully explicit time stepping.

Standard finite elements typically produce a consistent mass matrix that is sparse but not diagonal. To
simplify explicit time integration, mass lumping techniques can approximate M by a diagonal matrix, though
this may slightly reduce accuracy. On triangular meshes, these strategies can be applied to linear (P') and
quadratic (IP?) elements, but higher-order elements are increasingly complicated and expensive.

In contrast, high-order spectral element methods combined with Gauss—Lobatto-Legendre (GLL) quadrature
on quadrilaterals or hexahedra naturally yield diagonal mass matrices. This property makes these methods
particularly well suited for fully explicit time integration of wave equations.

Spectral Element Method The Spectral Element Method (SEM) can be regarded as a high-order variant
of FEM, where the choice of basis functions and quadrature nodes is optimized. In SEM, the computational
domain is typically partitioned into quadrilateral elements in 2D or hexahedral elements in 3D.

By taking tensor products of the one-dimensional GLL Lagrange polynomials in each spatial direction, we
construct the basis functions for 2D or 3D elements.

In the 2D case, on each element T', the local approximation space is defined as

Q~(T) := span{&-(x) Li(y) + 4,j=0,..., k},

where ¢;(x) and ¢;(y) are one-dimensional Lagrange polynomials of degree k associated with the GLL nodes
in the z and y directions, respectively. These nodes correspond to the extrema of the Legendre polynomials,
including the endpoints, which ensures exact interpolation at the element boundaries.

The resulting global finite element space is then

Vi, = {Uh eV . vh|T S Qk(T) VT € 7;1} .

A distinctive feature of SEM is the use of GLL nodes both to define the basis functions and the
quadrature nodes. This choice makes the mass matrix purely diagonal, making SEM particularly efficient for
time-dependent wave propagation problems and enabling fully explicit time-stepping schemes.

Finally, the accuracy of SEM increases rapidly with the polynomial degree k, provided the solution is smooth,
leading to spectral (exponential) convergence in the polynomial order. SEM is therefore widely employed in
applications such as seismic wave simulations.

Incompatibility of SEM with triangles and tetrahedra. To perform mass-lumping on triangular ele-
ments, one requires a quadrature rule that is exact for polynomials of degree 2k — 1 and whose points coincide
with the interpolation nodes. However, straightforward computations show that such a rule inevitably produces
negative weights or zeros on the diagonal of the mass matrix. Consequently, some eigenvalues of the discrete
operator may become negative, leading to exponentially growing solutions. While alternative quadrature rules
can guarantee positive weights, they generally fail to preserve the exactness needed for high-order convergence.

To summarise, the computational efficiency of the spectral element method relies on two key properties;

1. the use of GLL points on quads/hexas as interpolation and quadrature nodes renders the mass matrix
diagonal, so that its action reduces to inexpensive pointwise scaling and no global assembly or inversion
is required;

2. the tensor-product structure of the GLL-based high-order basis functions allows elemental operators to
be evaluated very efficiently through sequences of one-dimensional operations, which are particularly well
suited for vectorization and parallel execution.

Together, these two features enable the spectral element method to be implemented in a fully matrix-free finite
element framework, where discrete operators are applied on the fly with optimal computational efficiency.



2 Exercise 1: Test case with analytical solution

We consider the 2D acoustic wave equation (1.1)), on the domain Q = [0, L] x [0, L,]. To verify the following
implementation, we construct an exact solution that satisfies both the PDE and the boundary condition, then
derive the corresponding source term f by direct substitution. The chosen manufactured solution is:

p(x,y,t) = cos(kzx) cos(kyy) (1 +1), (2.1)

with integer mode numbers n, = n, = 2 and spatial wavenumbers

Ng T

L’

ky:”LyJ, K% = k2 + k2.
Yy

ky =

The cosine functions satisfy 9, cos(k;)|z=0,, = 0 and 0y cos(kyy)|y—o,, = 0 for any integer mode number, so
the Neumann condition (1.2 is automatically satisfied on all four sides. Substituting (2.1]) into (L.1)) yields the
purely spatial source:

K2
f(z,y,t) = — cos(kyx) cos(kyy) (1 +1t). (2.2)
P 1
The initial conditions are set to the exact values at t = 0:
dp
p(x,y,0) = cos(kyx) cos(kyy), v(x,y,0) := n = cos(kyx) cos(kyy).
t=0

The goal of the exercise is to measure the error L? and H! errors at the final time T}.

2.1 Task 1: Construction of the GLL nodes, weights and derivative matrix for a
reference element

In this project, we consider SEM of arbitrary polynomial order k, and the implementation must therefore
support any given order. For this purpose, the GLL nodes for orders ranging from 2 to 19 are provided for a
reference element in the folder gl1_xwh on ADAM.

The function GetGLL (nGLL), where nGLL = k+ 1 denotes the number of GLL points, reads the corresponding
pre-tabulated file and returns three quantities:

1. the coordinates of the GLL nodes on the reference segment [—1, 1],
2. the associated quadrature weights {w;}?,

3. and the n x n spectral derivative matrix H;; = £;(&;), whose (i,j) entry is the derivative of the i-th
Lagrange basis function evaluated at the j-th GLL node.

Call [xi_gll, wgll, H] = GetGLL(nGLL) to construct the SEM discretization on the reference element.

2.2 Task 2: Mesh construction and global connectivity

Two functions are provided to build the geometric and topological description of the spectral element mesh:
e build_cartesian_mesh: constructs the physical mesh, metric terms, and global connectivity,

e build_sem_discretization: builds the global connectivity array enforcing C°-continuity (called inter-
nally by the first function).

Call build_cartesian_mesh(Lx, Ly, Nel_x, Nel_y, nGLL, xi_gll) to construct a tensor-product mesh
of Nel_x x Nel_y elements on the domain [0, Lg] % [0, L,], each element containing a nGLL x nGLL grid of GLL
nodes. The function returns:

e iglob(i, j,e): global index of local node (4,7) in element e,
e x, y: physical coordinates of all global nodes,

e jac: Jacobian determinant at each GLL node,

dxdxi_all, dxdeta_all, dydxi_all, dydeta_all: metric terms,

e n_elem, nglob: total number of elements and global nodes.



2.3 Task 3: Time step selection

Immediately after the mesh is built and the space discretisation established, we choose a suitable time step.
The leapfrog scheme used for time integration (see Task 5) is conditionally stable and requires

At < CFL %, (2.3)
C

where Ahy, is the minimum Euclidean distance between any two locally adjacent GLL nodes along the &-
direction (i.e. nodes (7, 7) and (i + 1, j) within the same element), taken over all elements and all rows j.
Implement the function get_stable_dt(iglob, x, y, n_elem, nGLL, CFL, c, TMAX) as follows. Loop
over all elements e, all rows j € {1,...,nGLL}, and all adjacent pairs ¢ € {1,...,nGLL — 1}. For each pair,
retrieve the global indices
ny = iglob(s, j, e), ny = iglob(i+ 1, j, e),

and compute the Euclidean distance between the corresponding physical nodes:

d =/ (@(n2) — 2(n1)) + (y(n2) — y(m))™-

Track the global minimum Ahy;, over all such pairs. The time step is then set to:

T Ty
Nr=|——2—— At = ——.
r [CFL Ahmin/c-‘ ’ Nr
As the GLL nodes cluster near the element boundaries, Ahyi, ~ h/k? and h ~ 1/Ny for a fixed domain, it

follows that Ahmpin ~ Hence the number of time steps N7 grows as O(Nq - k?).

1
N k2

2.4 Task 4: "Assembly" of the mass matrix

After discretisation, on each element T' € Tj, the scalar product is pulled back to the reference element

T = [—1,1]? via the geometric mapping (z,y) = FT)(&,1). The mass term therefore yields the global mass
matrix M € RV»*Nr whose entries are defined by: for 4,5 = 1,..., Ny,
M;j; = (s, @j)L%%;Q) = Z J(T)(£777) (@i, (ﬁj)[ﬁ(%;fy (2.4)
T€7—h

where J(T) (&,m) is the Jacobian determinant of the geometric mapping from the reference element T to the
physical element T. Each scalar product over T' is then approximated using the 2D GLL quadrature rule,
obtained by tensorising the 1D rule in each reference direction:

nGLL nGLL

JRIGUEZIED 3) TR (! (25)

p=1gq=1

where w, and w, are the 1D GLL weights acting respectively in the ¢- and n-directions, so that the 2D weight
at node (p, ¢) is simply their product wyw,. Applying this rule to the mass integral gives:

nGLL nGLL

1 ~ ~
M;; = Z Z Z ;wp Wq J;SQT) Pi(&ps1q) P (Eps Mg)- (2.6)

TeTh2ip=1q=1

Diagonal (lumped) structure. The key observation that makes the SEM particularly efficient lies in the
choice of GLL nodes as both the quadrature points and the interpolation nodes. The local basis functions are
tensor products of 1D Lagrange polynomials built on the GLL nodes. Each global node i corresponds, within
a given element T, to a unique local position (p,q) via the connectivity table. The basis functions therefore
satisfy the cardinality property:

Bi(&psnq) = by (&p) Ly (M) = Spp Sqq’ (2.7)
where (p', ¢') is the local position of global node ¢ within the element. Each basis function is therefore exactly one
at its own node and zero at all others. When substituted into , the inner product is evaluated at the GLL
quadrature points, which coincide with the interpolation nodes. The product @; - @, therefore vanishes at every
quadrature point unless ¢ = j. All off-diagonal entries are therefore exactly zero — not as an approximation,



but as an algebraic identity. The triple sum in (2.6) collapses to the single term where the quadrature point
(p, q) coincides with global node i, giving the diagonal entry:

nGLL nGLL

My = Z Z Z % Wp Wq ngqT) Opp’ Ogqq' = Z % Wp Wq J;S'j;)“ (2.8)

TeTn>i p=1qg=1 TeETh>1

where the sum runs over all elements T sharing the global node i, and (p/, ¢') denotes the local position of that
node within element T'. Here, the diagonal structure is an exact consequence of the method’s design, and M
reduces to a vector of length NV, assembled by scatter-add over elements.

In practice, the diagonal mass matrix is assembled directly as a global vector. For each element T, the
connectivity array maps every local GLL node (p, ¢) to its global index. The local diagonal contribution

1
MIEZ) = wpquZ(,qT) (2.9)

is evaluated at the GLL nodes and added to the corresponding global entry through a scatter-add operation.
Since the SEM mass matrix is exactly diagonal, no global matrix needs to be formed and the result is stored as
a vector of length N,

Implement the function assemble_mass(iglob, jac, wgll, n_elem, nGLL, nglob, kappa) which re-
turns the diagonal mass matrix as a vector M of length nglob, initialized to zero. The assembly proceeds
as follows: for each element T' € {1,..., Na},

1. Extract the local connectivity slice iglob(:,:,T) and the local Jacobian slice jac(:,:,T).
2. Accumulate the local diagonal contribution into the global vector

This scatter-add automatically handles the summation over all elements sharing an interface node, consistently
with the expression for M;; derived above.

2.5 Task 5: Time integration

Considering (|1.2)) we have, )
MP(t) = —KP(¢) + F(¥). (2.10)

Let us introduce the velocity variable V(t) = P(t) and the acceleration A(t) = M~ (—KP(t) 4+ F(t)), rewrites
as the equivalent first-order system .
{P(f) = V(),

V(t) = A(t). (211)

For the time integration, we consider the Stormer—Verlet (Leapfrog) scheme which is explicit, second-order
accurate, time-reversible, and symplectic (energy conservative). The key idea is to stagger the update of P and
V around a half-step: starting from (P™, V") at time t™ = n At, one step to t"*! = ¢ + At decomposes into

four sub-steps:

Pn+% - pn + %Vn’

AP = M (—K P+t 4 F(t"+%)) :
(2.12)

Vol — v ALATE,

Pn+1 _ Pn+% + gvn+1
2 )

where "3 = ¢" + %. Recall that since M is diagonal, its inversion reduces to a pointwise division. All vectors
P, V, A and M are of length nglob and must be initialized to zero before the time marching scheme. Note that

the computation of (—K P"+%) is adressed in Task 6 and the computation of the source term is adressed in
Task 7.

Question 2. Explain why the error depends only on the space discretization, for the choosen analytical
solution.



2.6 Task 6: Matrix-free computation of the stiffness contribution

Since we consider here a matrix-free formulation, the computation of the stiffness contributions is performed
at each time step. The idea is to compute the vector a = —KP, where the entries are: for i = 1,..., Np,

(KP)l = a‘h(soi?ph) = Z (v@iyvph)[g(%ﬂw).
TeTh

Pulling the elemental integrals back to the reference element T = [—1,1]2 and applying the 2D GLL quadra-
ture rule gives:

nGLL nGLL
1

(KP)i= > > > wyw, JiD = (aw%pq Ocpn, + 0y, ayph|pq) : (2.13)

TeTh p=1 ¢=1 P

Physical gradients. The physical gradients are obtained from the reference gradients through the inverse
transpose of Jacobian:

Oex  Opx
Vopn = 3T Vepy,  ID = ( S )
Pr = ) <P dey  Ony

In component form it gives,

1 1
8xph’pq = E (677y 6§ph - afy anph)pq 5 8yph|pq = @ (_anx a{ph + 851‘ 677ph)pq 5 (214)

where all metric terms are known from Task 2.

Reference gradients. Let H be the local 1D derivative matrix (obtained in Task 1) with entries H;; = £;(&;).
Due to the tensor-product structure, differentiation in the &-direction corresponds to a left multiplication by
H” while differentiation in the n-direction corresponds to a right multiplication by H. Thus,

8§ph = HT ]_:)(T)7 anph = P(T) I_I7 (215)

where P(T) gathers the local nodal values.

Weighted physical fluxes. Define the quadrature weight matrix W with entries W,, = w,w,. The weighted
physical fluxes are

1 1

These fluxes already include the quadrature weights and metric terms. We then define the pullback to the
reference element as . .
(0,)G* = (00)GY Ly _ —(0ey) G* + (9er) G
J(T) ’ J(@) ’
Using the cardinality property (2.7, the reference gradient of the test function ¢; at local position (p’,¢’)
reduces to

Gt =

(2.17)

%8|y = o (&) daars Ony), = Ot L (10), (2.18)
the local stiffness action reduces to the tensor form

(KP)T) =HGS + ¢"HT, (2.19)

Implementation. For each element T, we gather the local values P(T). All intermediate quantities are
nGLL X nGLL matrices. Pointwise products are used except for multiplications involving H or H”, which are
standard matrix products.

The local contribution AT = HG¢ + G7HT is finally scatter-subtracted into the global vector to produce

a=—KP.



2.7 Task 7: Matrix-free assembly of the source term

The volumetric source f(x,y,t) enters the semi-discrete system through the global load vector. In the
matrix-free setting, the source contribution is directly accumulated into the vector a, which already contains
the stiffness contribution —KP.

Fori=1,..., Ny, the weak form contribution reads
1
F; = Z (f(@,y,8"72), i) 21
TeTh
Pulling the integral back to the reference element T = [-1,1]? and applying the 2D GLL quadrature rule
yields
nGLL nGLL

T€Th p=1g=1

Using the cardinality property (2.7)) of the GLL basis, the test function evaluates to a Kronecker delta at
quadrature nodes. Therefore, for a local node (p',¢’') the elemental contribution reduces to the nodal form

(1) (T) ¢ (T) (T) in
Fop=wpwy e F(@p 0 Ypast +3 2). (2.21)

1
Implementation. First, the source is evaluated at the GLL nodes and at the half time step: f;;r? =
f (qu, Ypg> t”*é). For each element T, we extract the local-to-global map and the Jacobian determinant:

ig = iglob(:,:, T), JT = jac(:,:,T).

All intermediate quantities are nGLL X nGLL arrays and the operations below are performed pointwise. We
then form the local contribution (2.21]) and scatter-add it into the global vector:

Aiglob(p,q,T) T= F,(,:g)7 Vp,q € {1,...,nGLL}.

2.8 Task 8: L? and H' error computation

To assess the accuracy of the numerical solution py, we define the pointwise error

eh(l',y) = Ph(x,y) _p(xvvaf)a

where p is the analytical solution at the final time 7. The standard L? norm and H' semi-norm are pulled
back to the reference element 7' = [—1,1]? and evaluated using the 2D GLL quadrature:

nGLL nGLL

lenllFaem = D> wpwe IS (en)ay (2.22a)

p=1q=1
nGLL nGLL

|eh|H1(T) ~ Z prwq b [ (Ozen)? (8yeh)2} . (2.22Db)

=1 a1 Pq
The physical derivatives of the error are computed from the reference gradients:

1

8z€h = J(T

8ny 85€h — 8§y 8,7€h>, 6yeh ( 0, J}ageh + 85.73 19) eh) (2.23)

i
J(T
with the reference gradients obtained via the tensor-product derivative matrices:

deen, = HT 1), pen =T H, (2.24)

where e(T) collects the nodal error values on element 7.

Implementation. For each element T, the local-to-global map and Jacobian are extracted:

ig =iglob(:,:, T), JT = jac(:,:, T), ) = pn(ig) — p(z(ig), y(ig), T).

All operations below are performed pointwise on nGLL x nGLL arrays. The local contributions to the L? and H*
norms are computed and summed over all elements.



Question 3. Plot the L? and H' error norms as a function of the mesh size, and verify that the expected
convergence rates are observed for order from 2 to 6. Provide a critical analysis of the results.

3 Exercise 2: Reflection of a Ricker wavelet between two parabolic
antennas

The goal of this exercise is to run the SEM solver on an unstructured quadrilateral mesh (generated with
the software Gmsh), representing a physical domain containing two facing parabolic reflectors. An acoustic pulse
is emitted from the focus of one antenna (see Figure . The wavefronts reflect back and forth between the
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Figure 2: Snapshots of the pressure field a the initial time ¢t = 0 s (left frame) and at ¢ = 1.196 s (right frame).

two antennas, creating a complex interference pattern. The medium parameters are uniform: ¢ = 1, p = 1,
k = pc? =1, and the solution is computed up to a final time Tt := 4.0s, and the results are visualized as a time
series of snapshots showing the pressure field at different time steps.

In the following we only describe the modifications to be made to the code developed in Exercise 1.

3.1 Task 1: Mesh construction from a VTK file

In Exercise 1, the mesh was a structured grid built analytically. Here, the physical mesh is instead read from
a provided VTK file, allowing the use of unstructured quadrilateral meshes. A function is provided to handle
mesh construction.

Isoparametric mapping. FEach quadrilateral element is defined by four corner nodes with physical coordi-
nates {(zx,yr)}#+_,, ordered counter-clockwise. The physical coordinates of any point (£,7) € [—1,1]* inside
the element are obtained through the standard bilinear mapping;:

4

2(&n) =Y Ne&mae,  y(&n) =D Nul&n) yr, (3.1)

k=1 k=1

where Ny are the bilinear shape functions. Unlike Exercise 1, the Jacobian now varies within each element and
must be computed pointwise at every GLL node.

Usage. Call MeshBoxSEMFromVTK (vtkfile, nGLL, xi) to construct the SEM mesh, where vtkfile is the
path to the mesh file, nGLL the number of GLL points per direction, and xi the GLL nodes on [—1,1]. The
function returns:

e iglob(i, j,e): global index of local node (4,7) in element e,
e x, y: physical coordinates of all global nodes,
e quads: element connectivity (4 X N, corner indices),

e jac: Jacobian determinant at each GLL node,

dxdxi_all, dxdeta_all, dydxi_all, dydeta_all: metric terms,

e xs, ys: raw corner coordinates (for visualization).



3.2 Task 2: Initial condition

The time integration procedure requires the specification of the initial acoustic pressure and velocity fields.
In the present test, the initial condition is a smooth and spatially localized pulse centered at (z.,y.).

For ¢ = 1,...,nGLL, let (x;,y;) be the global nodal coordinates, the squared distance from node i to the
pulse center is defined by 7?2 1= (z; — z.)? + (i — ye)%

The characteristic width of the pulse is chosen proportional to the horizontal extent of the computational
domain, namely ¢ := 0.005 (max(z) — min(z)).

The initial pressure field is then prescribed as

r? r?
P = (1 - 022) exp < 2;2) , i=1,...,nGLL, (3.2)

which corresponds to a Ricker-type wavelet centered at (x.,y.). The initial velocity field is identically zero
throughout the domain, i.e., v; := 0, ¢ =1,...,nGLL. Implement this initial condition.

3.3 Task 3: Absorbing boundary conditions

In order to reduce reflections at the outer boundary of the computational domain, first-order absorbing
boundary conditions (ABC) are enforced. To summarize, we consider the following boundary conditions:

i) to model a perfect reflection of acoustic waves on the inner boundaries (reflectors), we impose
homogeneous Neumann boundary conditions,

Vp-n=0 ony,

ii) to limit reflections on the external boundary, we impose an absorbing boundary condition,

Op+cVp-n=0 on [y,

where n is the outward unit normal vector. After semi-discretization, this condition gives rise to a boundary
contribution proportional to the nodal velocity.

Question 4. Derive the weak formulation including the absorbing boundary term.
Implementation. The function precompute_abc identifies all boundary edges on I'gxr and returns a structure

abc_data containing:

e abc_data.gn: global node indices on the absorbing boundary,

1
e abc_data.coef: precomputed coefficients — w; || Jedge|| for each node,
c

e abc_data.n_nodes: total number of boundary node entries.

The coefficient includes the 1D GLL weight w; along the edge and the boundary Jacobian ||Jeqge|| = ||Onx|| (for
vertical edges) or ||O¢x|| (for horizontal edges), which measures arc-length changes along the boundary.

Implement the function apply_abc(A, V, abc_data) which applies the absorbing boundary correction to
the acceleration vector. At each time step, this function scatter-subtracts the ABC contribution:

Agney —= coef(k) - Vg, k=1,...,n nodes,
where V = P is the current velocity. This correction must be applied before the mass inversion A <~ M~'A in
the time-stepping scheme.

3.4 Task 4: Computation of the mechanical energy of the system

The mechanical energy E(t) = Eyin(t) + Epot(t), of an acoustic medium is defined as the sum of kinetic and
potential contributions:

1. The kinetic energy, associated with the time variation of the pressure field:

1 1
Exin(t) == 5/ = (Op(z,y,))* dz dy.
QR
2. The potential energy, representing the elastic energy stored in the pressure gradients:
1 1
Buur(t) i= 5 | 519p(r.5.0) dody.
Qp
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Implementation. In the SEM framework, the discrete energies are computed as:

nglob
E M; v2-27 where v; = O, P;.

=1

1

e Kinetic energy: Ey;, = 3
nglob

e Potential energy: Epo = —5 Z Piastiprs, where agyrp = —KP.

i=1

3.5 Task 5: Generation of the results and visualization

Using the provided function save_snapshot(fig_snap, iglob, x, y, p, time(it), n_elem, nGLL,
VISU_MODE, snap_dir, 0OUTit) generate a time series of snapshots showing the pressure field at different time
steps. The snapshots are saved in the directory snap_dir with filenames following the pattern snapshot_it.png,
where it is the current iteration number.

Question 5. Run the simulation both with and without the absorbing boundary condition, and compare the

results (energy evolution over time and solution snapshots). Provide a critical analysis of the impact of the ABC
on solution quality, particularly regarding the amplitude of reflected waves and the overall energy conservation.
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